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Introduction
Context
The Astrogeology Science Center, part of the United States Geological Survey (USGS), provides support for several NASA satellite and robotic missions to various planets and moons (i.e., Mars, Earth’s moon, Europa, Titan, etc.). Not only supporting the data processing software but also the infrastructure required to archive and serve the data to researchers, students, and the general public. To handle such vast amounts of data, USGS makes use of Amazon’s AWS Simple Storage Service (S3) cloud storage. AWS S3 buckets are powerful, foundational tools in the modern cloud infrastructure. Their simplicity and scalability have led to their adoption across industries and organizations, including NASA. However, AWS S3 buckets have critical limitations in their ability to be visible, searchable, and secure in cloud-native environments.
Problem
Our sponsor, Trent Hare, shared a link to the current solution to this problem, which is a simple S3 browser (https://pdsimage2.wr.usgs.gov/) that provides the foundation to our solution. However, Mr. Hare showed us there is no capability to search over files in this browser; essentially a user must click through files and folders like you would in your personal machine’s file explorer. There is very limited filtering functionality within each folder, but no ability to search or index.
Goal
Our solution is to develop a web-application from scratch, utilizing what we can from the current solution, to allow users of NASA mission data to properly search and index files from USGS’s AWS S3 buckets in a fast and secure manner. The web-app will have the following features: 
· Full-text and metadata search across files.
· User-friendly dashboard with visualization tools.
· Tagging and organization for easier collaboration.
· Automated checks for risky security configurations.
Impact
Since many scientists, students, and other independent parties rely heavily on NASA mission data to conduct their studies and research, our solution has the potential to positively impact thousands of people by providing a simple and intuitive web app to properly search, index, and visualize mission data. Mr. Hare also requested ArtemiS3 be open source, so other organizations utilizing AWS S3 buckets can benefit from our project free of cost.
At this early stage in the development of ArtemiS3, we are in the process of analyzing the key technological challenges, identifying possible alternatives, and selecting which of those alternatives are the most promising solutions. In the next section, we provide a brief Overview of the processes that went into identifying challenges and making design decisions.






Overview
In this technological feasibility document, we begin by analyzing the major technological challenges we expect to encounter throughout the development of ArtemiS3. In subsequent major sections, we analyze each of these areas carefully in turn, looking at alternatives, how we explored these, and the rationale behind our solutions.
In section Technological Challenges, we outline each of the major technological needs and challenges we expect to encounter during the development of ArtemiS3. It should be noted that in the field of software engineering, requirements are bound to change as a project develops, our project will without a doubt follow this unspoken rule. Regardless, we will attempt to provide a high-level overview of any technological needs and challenges we think will need to be dealt with.
Next, in the Technology Analysis section, we introduce the major design decisions and any possible issues with these decisions that we have identified as critical to the overall success of ArtemiS3. For each issue and/or design decision, we will introduce it in detail, explain what the ideal solution would look like, introduce some alternatives to the ideal decision, showcase our analysis of each possible solution, provide our chosen approach along with our rationale behind each approach, and lastly, prove feasibility of our chosen approach.
Lastly, in the Technology Integration section, we put all the pieces together into a coherent overall system that shows how each piece of the project functions together to create ArtemiS3. Here we will provide a high-level system diagram of how we envisioned ArtemiS3 will function.



Technological Challenges
1. Public bucket discovery and validation
Use known AWS S3 buckets provided by USGS and NASA. Validate access to buckets using ListObjectsV2 and GetObject permissions.
2. Search index design and relevance
Implement full-text and metadata search using Elasticsearch or Meilisearch; may need to develop our own search engine. Support filters by type, keyword, size range, and modification date.
3. Scalable metadata and content extraction
Extract object keys, sizes, last modified dates, and MIME types. Optionally parse file contents for keyword indexing where applicable.
4. Search index backup storage
While the indexing provided by Meilisearch is powerful, it results in large index documents proportional in size to the data that was indexed. These documents are stored within a Meilisearch instance, and can be extracted using the “dump” feature, basically data backups for the Meilisearch instance. In order to prevent reindexing every time the hosted Meilisearch instance ends, it is important to backup the instance to a dump periodically and store the resulting compressed file.
5. Frontend language and framework
Building a reactive and intuitive dashboard using React.js, React.ts, or Svelte, capable of handling dynamic updates to large search result sets without performance degradation. Managing complex component state while maintaining smooth performance and readability of the codebase. Integrating data visualization libraries such as D3.js for interactive charts and summaries without excessive DOM overhead.
6. CSS and styling framework
Selecting and standardizing a modern CSS framework–like SCSS, Tailwind CSS, or Bootstrap–that supports responsive layouts, accessibility, and consistency across complex views. Maintaining visual performance while avoiding unnecessary re-renders caused by style recalculations caused during high-frequency updates.
7. Backend language and framework
Implementing a high-performance and scalable backend using Python Flask or FastAPI libraries, capable of managing concurrent requests to AWS S3, the search index, and the frontend. Designing asynchronous API endpoints to prevent timeouts during long-running metadata extraction or content parsing. Ensuring proper request validation, error handling, and JSON serialization for seamless full-stack integration.
8. AWS S3 SDK intersection layer 
Using either Python’s Boto3 module, JavaScript’s AWS SDK v3, or Go’s AWS SDK v2 to efficiently handle metadata extraction, pagination, and object retrieval across multiple public S3 buckets. Managing network throttling, retries, and rate limits while staying within AWS cost and performance constraints. Handling edge cases such as restricted or poisoned objects, versioned files, or malformed metadata without breaking the search process.
9. Database technologies
Depending on the complexity of the actual site data we end up dealing with, decide whether PostgreSQL, SQLite, or MongoDB best store app states such as tags and saved searches. We must balance transactional integrity, ease of development, and future scalability. Design minimal schema for user-generated data.
10. Optional* caching strategy
Introduce Redis to cache common searches and hot metadata, set safe TTLs and invalidation rules tied to S3 LastModified and ETag to prevent stale results. Prevent cache stampedes for popular searches, implement request coalescing and jittered expirations.
11. User tagging and collaboration model
Allow users to locally tag files for sharing with other users.
12. Reliability, operations, and observability
Containerize all services with Docker and deploy on AWS EC2 or serverless (Lambda Expression) with clear rollout and rollback paths (CI/CD pipeline). Instrument system with logs, metrics, and tracing for crawl jobs and query traffic. Robust retries and backoff for transient S3 and network failures.
13. Cost awareness and rate control
Control S3 request and egress costs through batching, caching, and prudent HEAD or GET usage. Add budget alarms and usage dashboards to avoid surprises.
14. Data quality and heterogeneity
Fix inconsistencies in file naming, incomplete metadata, and mixed content types when applicable. Establish validation, quarantine, and repair paths so bad records do not harm the index.
15. Security and privacy for the web app
Protect any API keys or credentials and enforce least privilege IAM roles for crawling and indexing. *Provide secure authentication and session handling if login is introduced for sharing, admin access, or credential management. Manage sitewide user access for cloud-hosted index files and private AWS resources.
16. AWS user authentication for bucket access
While the buckets the platform will be accessing are all public, it is unclear what level of user authentication is required to access these buckets. Some research needs to be done to discover whether the buckets can truly be accessed with zero user authentication. If that is not possible we must decide how user authentication will be handled and stored securely.
17. Optional* geospatial visualization
Allow for visualization of content in Leaflet geospatial browser.
18. Optional* security configuration analysis
Parse AWS S3 bucket policies, ACLs, and encryption settings. Flag risky configurations and behavior.
19. Testing and evaluation
Provide unit tests for general code testing, acceptance for full-stack code coverage, and integration tests for end-to-end validation.
20. Web app or desktop app
There are certain costs and benefits associated with building a web application vs a desktop application that must be decided. For example hosting a web application will introduce an additional cost, however desktop applications introduce their own problems as the team has no experience developing them.




Technological Analysis
1. Public bucket discovery and validation
· Issue: Discovering which Amazon S3 buckets containing NASA planetary data are publicly accessible and valid for inclusion in ArtemiS3 is challenging. Many buckets may be private, empty, or irrelevant, and attempting to access them blindly can lead to wasted resources, errors, or potential AWS rate limiting.
· Desired characteristics: 
· Ease of Implementation:
 The discovery system should be straightforward to build and maintain, allowing quick setup and minimal ongoing complexity.
· Scalability:
 It must handle increasing numbers of buckets efficiently, accommodating growth without performance issues or excessive AWS API calls.
· Data Reliability:
 The system needs to ensure that buckets included are genuinely public and contain relevant data, avoiding false positives or empty buckets.
· Risk of AWS rate-limiting:
 To prevent throttling by AWS, the approach should minimize excessive or redundant API requests, possibly through caching or controlled query rates.
· Automation Potential:
 Automated validation and discovery enable dynamic updates and reduce manual effort, improving responsiveness and accuracy of the bucket catalog.
· Re-evaluation Support:
 Periodic re-validation is essential to keep the bucket list current, removing inaccessible or outdated buckets over time.
· Alternatives: 
· Manually curated static list: Maintain a hand-verified list of known public NASA S3 buckets in a version-controlled file. This list could be seeded from NASA’s own published resources and periodically reviewed.
· User-submitted buckets: Provide a submission interface via the ArtemiS3 frontend backed by an API endpoint. Submitted buckets can be validated asynchronously via FastAPI background tasks or Celery workers. Use boto3 to attempt access and fetch metadata, checking for expected MIME types (like images or metadata files).
· Hybrid approach: Store known buckets in a PostgreSQL or SQLite database with metadata like validation timestamp, size estimate, number of objects, and tags. Use a job scheduler like APScheduler or Celery Beat to periodically re-validate them. User submissions are added to the same workflow but flagged differently.
· Analysis: A purely manual list provides reliability but limits discovery and growth. Automated scanning can discover more buckets but risks errors, delays, and possible AWS throttling due to excessive queries. User submissions allow community-driven expansion but require robust validation and security checks. A hybrid approach balances control, scalability, and openness by starting with curated lists, accepting user submissions, and validating automatically.
· Chosen approach: ArtemiS3 will begin with a curated, verified list of public NASA buckets to ensure initial data quality and stability. It will support user-submitted bucket names that undergo automated validation using boto3 to confirm public access and content relevance. The validation system will run as an integrated backend process with rate limiting and error handling to maintain AWS compliance. Periodic re-validation of known buckets will keep the catalog current.
Criteria	Manual List	User-Submitted List	Hybrid
Ease of Implementation	5	3	4
Scalability 	2	4	5
Data Reliability	5	3	5
Risk of AWS rate-limiting	5	3	4
Automation Potential	1	5	5
Re-evaluation Support	1	3	5
Overall suitability	3.17	3.5	4.67

(1 - Worst, 5 - Best)
· Proving feasibility: A prototype Python script using boto3 was developed to test bucket access and metadata retrieval for a sample set of NASA public buckets. The script successfully distinguished accessible buckets from inaccessible or empty ones. This prototype will be integrated with FastAPI as a background task to enable automated validation and periodic catalog updates within ArtemiS3.
2. Search index design and relevance
· Issue: The key feature of ArtemiS3 is the advanced search functionality, in order to implement this feature, we will need to use a searching and indexing framework such as Meilisearch or Elasticsearch. The goal is to be able to easily incorporate a search engine into our applications backend, ideally it should support full-text and metadata search functionality. Additionally it should support filtering search results by metadata, keyword, or user tag. Lastly it should be well documented and easy to implement in a python backend.
· Desired characteristics: 
· Full-text search: the search engine should be able to search through text contents of indexed files.
· Metadata search: the engine should be able to search through metadata such as file type and size for indexed files.
· Result filtering: the engine should support filtering search results by a variety of features such as file type, keyword, and modification date.
· Documentation/learning curve: it should be easy to learn and provide ample documentation.
· Python support: it should be easy to implement in a python environment.
· Cost effective: all of the above characteristics should be included in a free tier or open source version.
· Alternatives: 
· Elasticsearch: The free and open version of Elasticsearch includes core full-text search and indexing capabilities, including powerful querying, filtering, and aggregations. It supports distributed search across multiple nodes, near real-time indexing, and horizontal scalability. The free tier also includes Kibana for basic data visualization, RESTful APIs, customizable analyzers, and ingest pipelines. While advanced security, alerting, and machine learning features are reserved for the commercial tiers, the free version is still robust enough for many search, logging, and analytics use cases.
· Meilisearch: Meilisearch’s free and open-source version focuses on simplicity and speed, offering a lightweight, developer-friendly search engine designed for instant search experiences. It provides features like typo tolerance, synonyms, filters, sorting, faceting, and customizable relevance rules out of the box. Its zero-config setup, RESTful API, and fast indexing make it ideal for modern web apps and smaller-scale projects. While Meilisearch Cloud and paid plans offer enterprise-specific features like multi-tenancy and enhanced analytics, the free version is feature-rich for most common search implementations.
· Analysis: Elasticsearch is the current industry leader when it comes to full-text search and filtering, however its commercialization has greatly limited how much of that power can be used by small developers without large pockets. Additionally it has been around for longer which means it has more community support and even multiple python libraries. Meiliseach however is a newer tool that leverages AI for efficient searching and indexing, while it lacks many of the features that Elasticsearch has, all of its basic features are available on the free open source version of the engine. Additionally it's designed with ease of implementation in mind with support for over 10 programming languages to ensure that developers will have an easy time using it in their projects.
· Chosen approach: While Elasticsearch has been around for longer and has slightly more powerful search and indexing capabilities, Meilisearch wins in having the most generous free-tier and developer friendly design.
Criteria	Elasticsearch	Meilisearch
Full-text search	5	4
Metadata search	5	4
Result filtering	5	5
Documentation/learning curve	3	5
Python support	5	4
Cost effective	3	5
Overall Suitability	4.3	4.5

(1 - Worst, 5 - Best)
· Proving feasibility: In order to prove the feasibility of using Meilisearch in the project, we wrote a python script to index a json file, then searched for content found within the resulting index document. The script can be found here.
3. Scalable metadata and content extraction
· Issue: In order to use modern search engines such as Meilisearch to sort through files, those files must first be “indexed,” essentially the relevant metadata and text content must be extracted and stored in an easily accessible data object. There is plenty of metadata that can be extracted, such as sizes, modification dates, and MIME types, the method we use must be able to efficiently extract this data from a large collection of files. Additionally, in order to support full-text search, the files must be analyzed for whether they contain text, and then have that text extracted and stored in a data object.
· Desired characteristics: 
· Metadata extraction: It should efficiently extract metadata such as file size, modification date, and MIME type from a large number of files.
· Text content detection: The system must identify which files contain extractable text suitable for indexing.
· Text extraction: It must be able to extract the full text content from text-containing files for use in full-text search.
· Scalability: The method must perform well when processing large collections of files.
· Alternatives: 
· Handwrite python function: One way we can solve this problem is by handwriting a python function using the “os” module to manually sort through a list of files to extract the relevant metadata. This supports a programmatic approach wherein we can leverage the data type of the file to decide whether to extract the text content. In order to accomplish this the file must first be copied from S3 to the EC2 instance where the backend is hosted then treated like a normal file.
· Boto3 head_object function: Boto3 includes a function named head_object which takes the bucket and key of the file and returns only the metadata. This can be used to avoid having to copy a full file when only the metadata is required. In order to extract the text content of a file it would still be necessary to copy the entire file, in this case it can be determined by the ending of the key whether to only use the head_object function or to both use the function and copy the entire file.
· Analysis: While handwriting the python function may result in more flexibility, it is a great deal of extra code which can introduce bugs and increase maintenance times. Additionally every file must first be copied to the EC2 instance before it can be indexed, many of the files do not have extractable text content and thus copying the whole file would result in wasted effort as only the metadata is required. Alternatively, the Boto3 function can extract the metadata without having to copy it to the local directory, the file would only need to be copied if the filetype has extractable text. In this case it may be simplest to run the head_object function no matter the filetype to simplify code logic.
· Chosen approach: We will leverage Boto3’s head_object function to extract the metadata of the files from S3 without having to copy them to the local directory.
Criteria	Handwritten function	Boto3 head_object
Metadata extraction	2	5
Text content detection	5	5
Text extraction	3	2
Scalability	2	5
Overall Suitability	3	4.25

(1 - Worst, 5 - Best)
· Proving feasibility: In order to prove the feasibility of using Boto3’s head_object function to extract metadata from an S3 bucket without copying the file, we researched the application of the function and found relevant API references and blog posts.
4. Search index backup storage
· Issue: While the indexing provided by Meilisearch is powerful, it results in large index documents proportional in size to the data that was indexed. These documents are stored within a Meilisearch instance, and can be extracted using the “dump” feature, basically data backups for the Meilisearch instance. This means that if certain files are indexed, a process that can take a large amount of time, the resulting index documents are lost when the Meilisearch instance ends. In order to prevent reindexing every time the hosted Meilisearch instance ends, it is important to backup the instance to a dump periodically and store the resulting compressed file.
· Desired characteristics: 
· Sufficient storage space: the chosen storage method should be sufficiently large to contain the backup files.
· Easy access: it should be easy to access from the EC2 instance that Meilisearch is being hosted on.
· Low cost: it should not introduce any additional cost to the project.
· Alternatives: 
· Within EC2 instance: The simplest solution is to simply store the backups within the EC2 instance that is hosting Meilisearch. The only potential problem is the storage capacity offered within EC2 instances, it is possible that once a large amount of files are indexed, that the resulting dump will be too large to store. This could be mitigated by deleting old dumps right before a new dump is created, this would allow for larger index documents but would lose out on the versioned backups that are otherwise possible.
· S3 bucket: Another solution would be storing the dumps in a dedicated S3 bucket, this would safeguard against file size limitations, however it would introduce an additional cost as well as complexity in storing and retrieving the dumps from the bucket.
· Analysis: Both options are viable depending on what we want more from the Meilisearch backups. An S3 bucket would be preferable if we want to have version backups we can switch to at any time. EC2 storage would be better suited for preventing the burden of file re-indexing being placed on the user.
· Chosen approach: Because we care more about preventing re-indexing, we have chosen to store a single backup within the EC2 instance. This choice was also made because of the extra burden and complexity an S3 bucket would introduce into the application.
Criteria	Within EC2 Instance	S3 Bucket
Sufficient storage	2	5
Easy access	5	1
Low cost	5	2
Overall Suitability	4	2.33

(1 - Worst, 5 - Best)
· Proving feasibility: In order to demonstrate creating and storing a Meilisearch dump, we created a simple python script to backup the index made in the previous section. The dump is then automatically stored in local files. This script can be found here.
5. Frontend language and framework
· Issue: The frontend of the project must be able to dynamically render large amounts of rapidly changing content being supplied by the backend. For example it must be able to list out the full results of search queries, show the contents of multiple different file types, and update responsively to both the data provided from the backend and the user interaction on the application. The frontend must also be able to send information to the backend based on user input. The ideal frontend is responsive, capable of handling complex component state, maintain smooth performance through massive state updates, and support a readable and maintainable codebase. Additionally the frontend should support data visualization libraries such as D3.js without adding stress to the DOM.
· Desired characteristics: 
· Dynamic content rendering: Must be able to efficiently display large volumes of rapidly changing data from the backend in real-time.
· Learning curve: The frontend should not require a vast amount of prior knowledge in order to implement.
· Real-time updates: Should respond quickly and smoothly to both backend data changes and user interactions.
· Complex state management: Must be capable of handling intricate and nested component state logic.
· High-performance state updates: Should maintain smooth user experience even during large or frequent state changes.
· Code readability: The chosen framework should ensure that the code remains readable and maintainable even as the project size grows.
· Alternatives: 
· React.js: one of the simplest and most widely used JavaScript frameworks for building dynamic web applications. It follows a component-based architecture, which makes it easy to break interfaces into reusable pieces. React uses a declarative approach, where developers specify what the UI should look like, and the library handles the underlying DOM updates. Typically, React code is written using JSX, a syntax that allows HTML to be embedded directly within JavaScript. The framework benefits from a large and active ecosystem, offering extensive tools, libraries, and community support.
· React.ts:  very similar to standard React but includes built-in type safety, making it a more robust choice for larger or more complex applications. By using TypeScript, developers gain clearer and more maintainable code through explicit typing, which helps prevent many common bugs. JSX is extended to TSX in this setup, allowing the same React syntax but with types included. Transitioning from React.js to React.ts is relatively straightforward, making it an attractive upgrade path for teams seeking scalability and reliability.
· Svelte: differs significantly from React in that it compiles components down to vanilla JavaScript at build time, removing the need for a virtual DOM and resulting in faster performance and smaller bundles. This compilation-based model also eliminates the need for external state management libraries, as state handling is baked into the language itself. Svelte requires less boilerplate, making the code more concise and easier to understand, especially for new developers. With SvelteKit—its full-stack application framework—developers get built-in support for routing, server-side rendering, static site generation, and more explicit control over application state.
· Analysis: React is a cornerstone of the current frontend development scene, and as of September 2024 it was the most popular framework with over 20 million weekly downloads on NPM. This popularity comes with good reason, it is a powerful framework boasting a virtual DOM that reduces the number of updates and renders on the real DOM resulting in faster performance especially for large applications. However Svelte tends to outperform React on smaller applications as the virtual DOM adds a great deal of overhead that Svelte avoids by converting the code to plain javascript. Additionally, Svelte is much easier to learn as its templating language is easy to understand and is more streamlined than React’s JSX and state management. In terms of performance, ease of use, and overhead Svelte comes out on top. The only advantage the React seems to hold is a larger user base which results in more community support, and more efficient handling of large applications.
· Chosen approach: Based on learning curve, high-speed updates, and reduced complexity, Svelte was chosen for the frontend of the project.
Criteria	React (js and ts)	Svelte
Dynamic content rendering	5	5
Learning curve	3	4
Real-time updates	4	5
Complex state management	5	4
High-performance state updates	4	5
Code readability	4	5
Overall Suitability	4.2	4.7

(1 - Worst, 5 - Best)
· Proving feasibility: In order to test the feasibility of all three prospective frameworks, sample scripts were developed to test their ability to read data from a backend API and display it on a webpage. Through this process it was found that the Svelte script was the most straightforward and readable with the least additional overhead. While React.js was also relatively simple, it requires additional layers such as manually declaring state and controlling when specific code will run within a useEffect hook. The scripts can be found here.
6. CSS and styling framework
· Issue: In order to make a modern site with a responsive, stylish, and professional appearance, we will leverage one of the modern CSS frameworks used to dynamically and rapidly develop a user interface. The chosen framework must support responsive layouts, accessibility, and consistency across complex views. Additionally it must maintain stylish visuals without impacting site performance with frequent style recalculations and re-renders. Lastly the framework should support rapid prototyping and an easy learning curve to allow for efficient site styling.
· Desired characteristics: 
· Responsive layout: the site should be usable and stylish with varying screen sizes and devices without unnecessary overhead.
· Supports accessible design: the framework should support dynamic accessibility options such as font size and dark mode.
· Style Consistency: the framework should allow for style templates to more easily allow consistent styles across pages and views.
· Re-render performance: it should avoid unnecessary re-renders during style recalculations.
· Rapid prototyping: the framework should allow for rapid style prototyping to quickly experiment with different values and styles.
· Learning curve: the framework should be easy to learn and have thorough documentation.
· Alternatives: 
· SCSS: a CSS preprocessor that extends standard CSS with powerful features like variables, nesting, mixins, inheritance, and functions. It allows developers to write cleaner, more maintainable styles by avoiding repetition and enabling logical structure in stylesheets. SCSS compiles down to regular CSS, so it works in any browser, and is especially useful in larger projects where consistent design and modular code are priorities.
· TailwindCSS: a utility-first CSS framework that provides low-level, atomic classes to build custom user interfaces directly in your HTML. Rather than writing traditional CSS, developers compose UI elements by applying utility classes for things like padding, margins, colors, and typography. This approach encourages consistency, faster development, and eliminates the need for writing most custom CSS, though it can lead to verbose HTML if not managed properly.
· Bootstrap: a component-based CSS framework developed by Twitter that offers a set of pre-designed UI components and a responsive grid system. It enables developers to quickly build responsive and mobile-friendly interfaces using predefined classes for layout, typography, forms, buttons, and more. Bootstrap also includes JavaScript components (e.g., modals, dropdowns), making it a full-featured option for rapidly prototyping or developing web applications with a consistent design language.
· Analysis: The three alternatives that we selected all shine in separate areas. SCSS is mostly focused on improving standard CSS, greatly increasing the utility available in stylesheets while changing the very structure of the stylesheets themselves. Tailwind on the other hand is focused on rapidly styling the HTML code itself by describing how each element should look and be displayed, it greatly increases style development speed while still allowing more traditional CSS styles where necessary. Lastly, Bootstrap wins in usability and learning curve as it provides all of the components built in, to allow for easy styling with consistent design.
· Chosen approach: We chose TailwindCSS as it excels in rapid prototyping, performance, consistency, and responsiveness, making up for its steeper learning curve.
Criteria	SCSS	TailwindCSS	Bootstrap
Responsive layout	4	5	5
Accessible design	3	4	4
Style consistency	5	5	4
Re-render performance	4	5	4
Rapid prototyping	3	5	4
Learning curve	4	3	5
Overall suitability	3.8	4.5	4.3

(1 - Worst, 5 - Best)
· Proving feasibility: In order to prove the feasibility of using Tailwind for our project, we built a sample svelte project using tailwind css with a simple homepage and header. The script can be found here.
7. Backend language and framework
· Issue: The backend of ArtemiS3 must manage simultaneous interactions with multiple services such as AWS S3 for object retrieval, the search index for metadata queries, and the frontend dashboard for user-facing updates. The challenge here is to select a backend framework that supports high concurrency, fast response times, and maintainable code. Because the application will process large-scale S3 listings and long-running data parsing tasks, the backend must also support asynchronous execution to prevent request bottlenecks and timeouts during heightened traffic. Selecting the right framework will be critical to ensure performance, scalability, and team productivity throughout the development process.
· Desired characteristics: The ideal backend framework for ArtemiS3 should have the following characteristics:
· Asynchronous performance: Ability to handle hundreds of concurrent S3 and search requests efficiently.
· Simple integration: Straightforward communication with AWS SDKs, databases, and the chosen frontend framework.
· Developer productivity: Clear structure/syntax, good documentation, and support for type hinting to reduce bugs.
· Scalability: Capacity to deploy via containerization or serverless functions (i.e., AWS Lambda) with minimal modification.
· Community and longevity: A large, active community of developers with long-term support and frequent updates in mind.
· Alternatives:
· Flask: A micro-framework that has been around since 2010, Flask is one of the most popular Python frameworks. It follows the WSGI (web server gateway interface) standard, meaning it handles synchronous requests out of the box. Flask is highly extensible and lightweight, making it suitable for small APIs, but requires manual setup for asynchronous support, validation, and dependency management.
· FastAPI: Developed and released in 2018, FastAPI is built on ASGI (asynchronous server gateway interface) and the Starlette toolkit. It natively supports asynchronous endpoints, dependency injection, and automatic OpenAPI documentation. It uses Pydantic models for type-safe request validation and serialization, aligning well with modern Python type-hinting.
· Analysis: Each framework was evaluated based on the desired characteristics outlined above. Flask’s simplicity makes it an attractive candidate, but its synchronous nature makes it inefficient for I/O-heavy workflows such as retrieving large S3 bucket listings. It also requires extra libraries (e.g., Marshmallow, Flask-RESTful, etc.) for schema validation and dependency injection, increasing setup complexity. FastAPI, in contrast, excels in all areas most relevant to ArtemiS3. Its asynchronous support allows multiple S3 and search requests to be processed concurrently. Built-in validation with Pydantic minimizes manual data checking, and automatic API documentation aids both the development team and future users. FastAPI’s lightweight, modular design also aligns well with our containerized development strategy.
· Chosen approach: Based on ease of development, scalability, and performance, FastAPI was selected as the backend framework for ArtemiS3.
Criteria	Flask	FastAPI
Asynchronous performance	1	5
Ease of integration	4	4
Developer productivity	4	4
Scalability	4	5
Built-in validation	2	5
Community & longevity	5	5
Overall Suitability	3.3	4.6

(1 - Worst, 5 - Best)
· FastAPI outperforms the other frameworks across the most critical metrics. Its asynchronous design, data validation system, and compatibility with modern development environments make it the best approach for our performance-sensitive, API-centric project.
· Proving feasibility: To validate this decision, a small prototype API was developed in both FastAPI and Flask that connected to a sample frontend application. The prototypes implemented sample endpoints for API routing, data validation, and simulated requests to represent real-world user interactions as closely as possible. The framework’s automatic API documentation and clear type-based validation significantly improved development speed and debugging clarity. View the sample applications here.

8. AWS S3 SDK intersection layer
· Issue: The ArtemiS3 backend must interface efficiently with multiple AWS S3 buckets containing large volumes of public NASA and USGS data. This intersection layer is responsible for querying bucket contents, validating permissions, retrieving object metadata, and handling pagination across potentially thousands of files. The primary technical challenge lies in choosing the software development kit (SDK) that offers robust performance, clear error-handling, and long-term support. Because this application will rely heavily on S3 for both data indexing and content retrieval, the SDK must minimize latency, manage AWS rate limits, and gracefully handle restricted or malformed objects without disrupting the broader indexing process.
· Desired characteristics: The ideal S3 SDK for ArtemiS3 should meet several key requirements critical to the success of the project:
· Simple integration: Must be simple to connect with the FastAPI backend and align with existing Python-based services.
· Reliability and fault tolerance: Capable of handling throttling, retries, and transient network issues without loss of data.
· Strong documentation and community support: Ensures the team can resolve development and deployment issues quickly.
· Performance and scalability: Must efficiently handle large listings using pagination and batch operations to reduce API overhead.
· Security compliance: Must follow AWS authentication standards and support least-privilege IAM roles.
· Maintainability and testability: Clear abstractions for common operations such as ListObjectsV2, GetObject, and metadata extraction, enabling a modular testing and reuse approach.
· Alternatives: 
· Python Boto3: Developed and maintained by Amazon Web Services, Botp3 is the official Python SDK for AWS interfacing, and the standard for S3 interactions. It offers high-level object abstractions while still allowing direct access to low-level APIs when necessary. Boto3 supports retries, paginated listings, and custom session management, making it ideal for data-heavy applications. Its documentation and community ecosystem are extensive, and it integrates naturally with other AWS tools and Python frameworks like our chosen backend framework: FastAPI.
· JavaScript AWS SDK v3: This is a modular SDK that supports both Node.js and browser environment integrations. Its modular structure allows developers to load only necessary packages, reducing bundling size. It also provides TypeScript support, improving type safety in frontend and serverless contexts. However, it requires a JavaScript or TypeScript runtime and additional build tooling, introducing unnecessary complexity.
· Go AWS SDK v2: This SDK is designed for performance-critical applications, offering low-level API access, and detailed error handling. Its strict type system and explicit concurrency model makes Go’s SDK suitable for large-scale backend services. However, the Go ecosystem introduces a higher learning curve for Python-focused developers, and the integration with FastAPI would require inter-language communication through REST or gRPC, rendering all the potential performance gains meaningless.
· Analysis: Each SDK was evaluated based on the defined characteristics and can be found here. Boto3 provides the most seamless integration with the chosen FastAPI backend and allows direct interaction with S3 objects via Pydantic syntax. Its high-level resource abstraction simplifies pagination and object metadata extraction. Boto3 also requires minimal configuration to function properly. JavaScript SDK v3 demonstrated modularity and is straightforward to develop in with TypeScript, but its required separate runtime and complex build configuration makes it a less ideal solution. It is best suited for client-size or serverless applications rather than a dedicated Python API service. Go SDK v2 achieves the best raw performance across AWS forums, but is much less practical for this project due to the language mismatch, deployment complexity, and reduced developer familiarity within the team.
· Chosen approach: Python’s Boto3 SDK was selected as the primary interface with AWS S3 within ArtemiS3. Its native integration with Python allows direct interoperability with the FastAPI backend, enabling asynchronous data operations through backend tasks. The combination of strong error handling, clear documentation, and long-term support from AWS ensures reliability for both development and production use.
Criteria	Boto3 (Python)	AWS SDK v3 (JavaScript)	AWS SDK v2 (Go)
Reliability & fault tolerance	5	4	5
Ease of integration	5	3	2
Documentation & community	5	4	3
Scalability & performance	4	4	5
Security compliance	5	5	5
Maintainability & testability	5	3	3
Overall Suitability	4.8	3.8	3.8

(1 - Worst, 5 - Best)
· Boto3 achieves the highest overall ranking, excelling in maintainability, security, and ease of development; all of which being essential for a Python-based system that must manage large-scale, high-latency data sources.
· Proving feasibility: To validate the practicality of using Boto3, a dedicated repository was created containing three small proof of concept AWS S3 SDK scripts. These scripts perform key S3 operations including bucket listing and metadata extraction. While Boto3 may not be the fastest way to interact with AWS S3 buckets, it was the simplest and best-documented, making it an ideal choice forming the data retrieval layer for ArtemiS3.
9. Database technologies
· Issue: ArtemiS3 requires a reliable, lightweight database layer to store user-generated data such as tags, saved searches, and application settings. While the system’s primary data source, public AWS S3 buckets, does not require persistent storage, maintaining local or cloud-based user states will improve usability and overall collaboration. The main challenge lies in selecting a database system that provides enough flexibility and performance for small structured datasets while remaining simple to deploy and maintain. Because this project will be containerized and cloud-agnostic, the chosen database must integrate smoothly with FastAPI and scale gracefully without introducing unnecessary complexity.
· Desired characteristics: The ideal database should meet the following requirements:
· Ease of integration: Must interface clearly with FastAPI and the data models already defined in Pydantic.
· Lightweight & low maintenance: Should require minimal configuration and support rapid prototyping for development environments.
· Transactional reliability: Provide ACID compliance or an equivalent consistency model for user-related data.
· Flexible querying: Support filtering and searching user data efficiently for features such as stored tags or saved query states.
· Community & longevity: Well-supported ecosystem, extensive documentation, and broad industry adoption to ensure long-term maintainability.
· Cost effective: Must minimize the operational and hosting costs, ideally running within the same cloud environment as the application backend (e.g., AWS EC2).
· Alternatives: 
· SQLite: A self-contained, file-based relational database that requires no external server. It is widely used for embedded applications, local testing, and small-scale production workloads. It offers full SQL support and ACID transactions while remaining extremely lightweight. SQLite is included with Python by default, making it ideal for development environments and offline use cases.
· PostgreSQL: A robust, open-source relational database known for strong ACID compliance, scalability, and advanced SQL features. It supports complex queries, concurrency, and JSON storage. PostgreSQL is widely used for production web applications and integrates seamlessly with Python via SQLAlchemy. However, it requires more setup and configuration compared to SQLite and introduces ongoing operational costs when hosted in the cloud.
· MongoDB: A NoSQL document database designed for flexible, schema-less data storage. It is popular for dynamic data structures, quick prototyping, and JSON-like document storage. It integrates with FastAPI through the PyMongo or Motor libraries. However, MongoDB trades strict consistency for performance and scalability, making it less ideal for transactional operations that depend on strong consistency guarantees.
· Analysis: Each database was tested through the example scripts here. These tests measured integration simplicity, schema handling, and CRUD operations. SQLite required no external dependencies and blended seamlessly with the existing FastAPI Pydantic models, demonstrating a near zero cost setup. However, its file-based nature limits concurrent write operations, which could become a bottleneck in multi-user deployments. PostgreSQL provided strong transactional guarantees and multi-user support. The integration with FastAPI worked seamlessly, similarly to SQLite, but PostgreSQL allows for easier deployment on the cloud. The tradeoff is greater configuration complexity for a more powerful database. MongoDB excelled in flexibility, allowing schema-less data insertion and quick prototyping. However, schema inconsistency risks complicate long-term data management, and ensuring data integrity across user sessions would require additional validation logic. MongoDB’s performance for small, structured data offered no major advantage over relational alternatives for this scenario.
· Chosen approach: PostgreSQL was ultimately selected as the long-term database solution for ArtemiS3. This does not mean SQLite is completely off the table however, due to their similarity in how they interface with FastAPI, SQLite will be used for local backend testing and development, whereas PostgreSQL provides the transactional integrity and concurrency control required for production use. Its compatibility with SQLAlchemy and Python makes it a seamless upgrade path, ensuring minimal code changes between environments.
Criteria	SQLite	PostgreSQL	MongoDB
Lightweight & low maintenance	5	3	4
Ease of integration	5	5	4
Longevity & community	5	5	4
Scalability	2	5	5
Query flexibility	4	5	4
Transaction reliability	4	5	3
Cost efficiency	5	4	3
Overall Suitability	4.3	4.6	3.8

(1 - Worst, 5 - Best)
· PostgreSQL offers the best overall balance between scalability, reliability, and integration depth. SQLite remains a lightweight fallback for development purposes, while MongDB’s flexibility is unnecessary for the structured user data we expect to see with ArtemiS3.
· Proving feasibility: To validate database interactions, each prototype was implemented directly with the FastAPI backend in mind. Using SQLAlchemy, we verified that both SQLite and PostgreSQL shared identical schema definitions and query patterns, confirming seamless portability between environments. We developed prototype CRUD operations and simple schemas, verifying the stability of the database abstraction layer. Moving forward, we plan to use SQLite for local testing and development, but use PostgreSQL in production and deployment environments.
10. Optional* caching strategy
· Issue: ArtemiS3 will inevitably serve repeated queries against large public S3 buckets and the search index. Without caching, hot paths such as object metadata lookups and common faceted queries will require new queries to S3 or the search engine, increasing latency and cost. We will more than likely need a cache layer that reduces round trips, prevents thundering herd effects during popular searches, and keeps results fresh based on S3 LastModified and ETag.
· Desired characteristics: The following characteristics are required for our caching system:
· Low latency reads and writes: The cache must provide low latency reads and writes for small JSON payloads.
· Ease of integration: Must be simple and easy to interface with FastAPI and Python.
· Safe TTLs: Version aware invalidation using ETag or LastModified.
· Anti-duplication: Provide protections against request stampedes and duplicate work.
· Observability: Provide observability for hit rate and evictions.
· Low overhead: Must have low operation overhead and a predictable cost.
· Portability: Works across multiple application workers and containers.
· Alternatives: 
· Redis: In memory key-value storage with rich features. Redis is widely used for API and search result caching in industry. It supports TTL, Lua locks, probabilistic eviction, pub or sub for invalidation, and clustering if necessary.
· FastAPICache: FastAPI provides a built-in library for caching frequently used API endpoints. This library also integrates seamlessly with Redis, requiring very little additional logic to integrate together.
· In process cache: The functools lru_cache decorator offers a very tiny caching system for frequently called functions (API endpoints in this case). This requires zero network hopping, but the cached data is not shared across workers in a concurrent situation.
· Analysis: We created three proof-on-concept scripts that cover explicit Redis usage, FastAPI decorator caching, and an lru_cache from functools which can be found here. Redis provides cross-worker sharing, precise keys, and clear TTLs. It is the only option here that naturally supports stampede control and version aware invalidation when we compare stored ETag or LastModified during soft expiry. FastAPICache provides the quickest adoption path for deterministic functions. It is ideal for computed summaries and small transformations. It is less flexible for S3 version aware invalidation unless combined with custom hooks and logic. The lru_cache decorator is perfect for ultra-hot, pure lookups inside a single worker. However, it is not suitable for shared API responses.
Criteria	Redis (explicit)	FastAPICache	lru_cache
Integration with FastAPI	5	5	5
Cross worker sharing	5	5 (if Redis)	1
TTL & invalidation control	5	3	1
Stampede protection	5	5	1
Operational overhead & cost	4	5	5
Fit for S3 version freshness	4	3	1
Overall Suitability	4.7	4.3	2.3

(1 - Worst, 5 - Best)
· Chosen approach: Because caching is not guaranteed to be necessary for this project, we plan to adopt a layered caching strategy with Redis at the center. Our primary cache will be Redis for metadata heads and common search results, with short TTLs and a small lock per cache key to coalesce concurrent misses. It will store an auxiliary version record per object for future comparison with ETag or LastModified. Our secondary cache will be the FastAPICache on pure functions and simple endpoints, backed by Redis so results are shared across workers. The lru_cache decorator may be used for development and testing purposes, or for tiny helper functions inside one process.
· Proving feasibility: We developed three concise proof-of-concept scripts that illustrate key mechanics of each option. Explicit Redis get and set with TTL and a simple lock, FastAPICache decorator use, and a minimal lru_cache. To validate these findings in the technology demonstration, we plan to wire the Redis helper into one metadata endpoint and one faceted search endpoint, log hit or miss and latency, and confirm correct behavior when keys expire. We will also add a soft expiry path that checks a stored version record and only refreshes when ETag or LastModified change. Lastly, we’ll keep the lru_cache decorator on hand for purely small computations where no custom invalidation is necessary.
11. User tagging and collaboration model
· Issue: ArtemiS3 is intended to support users who are exploring large volumes of scientific data, particularly NASA's planetary imagery datasets stored in S3 buckets. Without a mechanism for personal annotation or shared discovery, users are forced to repeat similar searches, reidentify interesting files, or lose context between sessions. This creates inefficiencies and inhibits collaboration between research teams. The platform needs a structured way for users to tag, organize, and optionally share meaningful subsets of data.
· Desired characteristics:
· Integration:
 The tagging system must integrate smoothly with the existing backend architecture and frameworks (like FastAPI and SQLAlchemy) to ensure maintainability and consistent development.
· Data structure consistency:
 It should use a structured and normalized schema that guarantees consistent storage and querying of tags and annotations, avoiding schema inconsistencies.
· Annotation flexibility:
 The system needs to support flexible user annotations, including notes and nested or variable tags, to accommodate diverse user workflows and metadata types.
· Performance for Tagging/Filtering:
 Efficient tagging and retrieval performance is crucial to support large datasets and complex queries without noticeable delays.
· Alternatives: 
· Relational tagging schema in PostgreSQL: Create tables for user-defined tags, tag-to-object relationships, and optional permissions for sharing tags.
· Document-style storage (MongoDB): Store tags and user annotations in a more flexible JSON-based format, especially useful if tags are nested or highly variable.
· Analysis: A relational schema using PostgreSQL is the most structured and maintainable choice, especially given the project’s existing backend architecture. It integrates directly with SQLAlchemy, allowing consistent use of FastAPI models. Tag-to-object mappings can be represented via a join table, enabling efficient queries for "all items tagged with X" or "all tags applied by user Y." Sharing models (public vs private tags) can be implemented with simple flags or a visibility column. MongoDB offers flexibility in storing variable-length annotations and would simplify nested tagging models, but schema inconsistency and the added operational burden of maintaining two databases outweigh its benefits. Real-time sync tools like Firebase provide powerful collaboration features but introduce significant architecture changes and reduce control over data residency which is important in science-focused or institutional deployments.
· Chosen approach: We will implement a PostgreSQL-backed tagging system that supports both user-specific and shared tags. A normalized relational schema will capture user-tag-object relationships, with fields for visibility, timestamps, and optional notes. Tags will be indexed for efficient retrieval and filtering. In future versions, this system can be extended to support shared workspaces or groups, without major architectural changes.
Criteria	PostgreSQL	MongoDB
Integration	5	2
Data structure consistency 	5	3
Annotation Flexibility 	3	5
Performance for Tagging/Filtering	5	3
Overall Suitability	4.5	3.25

(1 - Worst, 5 - Best)
· Proving feasibility: We created a prototype schema using SQLAlchemy models that include a “Tag”, “TaggedObject”, and “User” model. The schema supports many-to-many relationships between users, tags, and files, and includes a visibility flag to distinguish between private and public tags. Basic CRUD operations were implemented and tested with both SQLite and PostgreSQL backends, confirming data portability and query correctness. Example endpoints were built to assign tags, retrieve all tags for a given file, and list a user's personal tags. This validates that the core tagging functionality can be supported with minimal additional overhead.
12. Reliability, operations, and observability
· Issue: ArtemiS3 must run reliably while interfacing with large S3 buckets and serving search results. We need repeatable builds, safe deployments, automatic recovery from transient failures, and end-to-end visibility (i.e., logs, metrics, traces, etc.) to debug performance and correctness issues.
· Desired characteristics: 
· Repeatable delivery: Containerized builds, immutable artifacts, environment-based configuration.
· Safe deployments: Rollout and rollback in one command, health checks, little to no downtime between new deployments.
· Resilience: Exponential backoff, idempotent jobs, and circuit breakers to prevent “domino effect” of multiple failing systems.
· Observability: Structured JSON logging for readability, RED/USE metrics, distributed tracing, and request IDs.
· Cost & simplicity: Minimal learning curve to fit the team's skillset.
· Security: Least-privilege IAM roles, secrets in AWS (i.e., limited or no credentials in any images).
· Alternatives: 
· AWS EC2 + Docker Compose: VM(s) running Docker to containerize our application. Simplest path forward, gives us full control over ArtemiS3. Updates and new features would hit deployment via a combination Docker Compose and other scripts.
· ECS Fargate: Serverless containers, built-in health checks, blue or green deploys via CodeDeploy, and easy to automatically scale with application growth.
· AWS Lambda (serverless): Great for short, on-demand jobs (i.e., webhooks, inventory sync, etc.). However, Lambda is not great for long crawls or custom binaries, though it would save USGS a lot of money.
· Observability stacks:
· CloudWatch native: For logs, metrics, and alarms.
· OpenTelemetry + Prometheus/Grafana: For portable, rich dashboards.
· ELK/EFK (Elastisearch, Fluent Bit, Kibana): For logs at scale.
· CI/CD: 
· GitHub Actions: Build, test dockerize, push to ECR, deploy automatically.
· GitLab CI: Similar features as GitHub Actions.
· Analysis: AWS EC2 paired with Docker Compose is the fastest way to stand-up an application. ECS Fargate removes the server management component and gives health-checked services and rollbacks. AWS Lambda fits event-driven requirements but not the search or crawler API requirements. Fargate and CloudWatch trim the amount of operations we would have to perform during deployment (i.e., autoscaling, task restarts). EC2 requires patching and manual scaling. CloudWatch is good enough and simple to get setup. OpenTelemetry + Prometheus/Grafana adds fantastic traces and portable dashboards with a moderate amount of setup in Docker.
Criteria	EC2 + Docker Compose	ECS Fargate	AWS Lambda (serverless)	CloudWatch (observability)	OpenTelemetry + Prometheus or Grafana	GitHub Actions (CI/CD)
Simplicity	5	4	3	5	4	5
Reliability	5	4	4	4	5	4
Rollback	5	3	4	N/A	N/A	4
Cost control	4	4	5	5	4	5
Team fit	5	4	3	5	4	5

(1 - Worst, 5 - Best)
· Chosen approach: 
· Runtime: AWS EC2 and Docker Compose. One or more EC2 instances run a Docker Compose stack that includes the Svelte, FastAPI, PostgreSQL database, and any other layers.
· CI/CD: GitHub actions builds the Docker image, tags it with the commit SHA, pushes to Amazon ECR, then connects to the EC2 instance to pull the new tag and rerun Docker Compose.
· Observability: All services will log structured JSON to standard output. We will use the built-in AWS log driver or CloudWatch agents to stream logs to CloudWatch Logs. On every request, an ID will be included.
· Resilience: Configure Botocore standard retries with added jitter, request timeouts, and idempotent index writes. Wrap outbound calls with a simple circuit breaker to shed load during high amounts of upstream errors.
· Security: Use IAM roles for EC2 and ECR pulls. Store secrets in AWS Systems Manager or Secrets Manager and load them at start, no credentials should be stored in the images directly.
· Proving feasibility: A small prototype will deploy the FastAPI application on an AWS EC2 instance using Docker Compose and a GitHub Actions pipeline for automatic builds, pushes, and redeploys. Structured logs will stream to CloudWatch Logs for monitoring. Basic rollback and fault-injection tests will confirm reliable updates, retry behavior, and observability.
13. Cost awareness and rate control
· Issue: ArtemiS3 interfaces with high-volume public S3 datasets, meaning every unnecessary request can increase operational cost and latency. Without cost controls and rate-limiting, API operations may overwhelm S3 rate limits, increase billable usage, or create bottlenecks for users. Cost awareness is critical to ensure efficient operation and affordability during large-scale queries and concurrent user sessions.
· Desired characteristics: 
· Redundancy Reduction:
 The system should minimize redundant calls to AWS services, especially by caching metadata and search results to reduce unnecessary S3 requests and associated costs.
· Helps Control Request Volume:
 It must have mechanisms to control the frequency of backend operations, such as rate limiting, to avoid overwhelming S3 APIs and ensure fair usage among concurrent users.
· Rate-limiting Resistance:
 The approach should handle AWS throttling gracefully, using retry strategies with exponential backoff and jitter to prevent request storms and service disruptions.
· Cost Savings:
 Effective caching and rate control will reduce operational expenses by limiting billable requests and improving overall system efficiency.
· Observability:
 The system should expose detailed usage metrics and logs to track request volumes, latency, and errors, enabling cost and performance monitoring.
· Alternatives: To address these concerns, we’re already using Redis as our caching layer. It stores recently accessed metadata and common search results, reducing unnecessary S3 round-trips. Additionally, FastAPI supports middleware such as slowapi, which allows us to add user-aware rate limits to key API endpoints. For monitoring actual S3 usage and costs, AWS CloudWatch is already integrated and tracking usage metrics. On the client side, Boto3, our selected SDK, provides built-in support for throttling, retries, and exponential backoff, which we’ve configured to handle rate-limiting gracefully and without data loss.
· Analysis: Redis plays a central role in reducing cost by preventing redundant fetches and allowing coordination between concurrent requests for the same object. When paired with FastAPI rate-limiting middleware, we can proactively throttle high-traffic endpoints or introduce per-user quotas. Boto3’s retry configuration ensures our application responds safely to AWS rate limiting without crashing or overloading S3. CloudWatch metrics give us direct observability into request volumes, cache hit rates, and error frequency, allowing us to model cost and latency tradeoffs with confidence.
· Chosen approach: We will continue using Redis as our primary caching system, particularly for expensive or frequently repeated metadata calls. FastAPI middleware will enforce basic rate limits to prevent abuse and reduce unnecessary S3 traffic. Boto3 will be configured with exponential backoff and jitter for outbound AWS requests, and CloudWatch will track S3 usage in real-time. This layered strategy ensures that ArtemiS3 remains cost-conscious while supporting efficient multi-user access.
Criteria	Redis	FastAPI	Boto3	CloudWatch
Redundancy Reduction	5	2	3	1
Helps Control Request Volume	4	5	4	2
Rate-limiting Resistance	3	3	5	2
Cost Savings 	5	4	4	3
Observability 	2	2	2	5
Overall Suitability	3.8	3.2	3.6	2.6

(1 - Worst, 5 - Best)
· Proving feasibility: Proof-of-concept endpoints were built to demonstrate Redis-backed caching of metadata lookups, including version tracking based on S3’s ETag and LastModified headers. A FastAPI rate limiter was tested against simulated load to confirm correct throttling behavior. Boto3’s retry handler was configured and tested against artificial throttling errors, confirming that the system recovers gracefully. CloudWatch logs and metrics validated that usage patterns were observable and helped estimate cost per operation.
14. Data quality and heterogeneity
· Issue: NASA and USGS publish scientific datasets to public AWS S3 buckets, but the structure and metadata quality of these datasets vary widely. Some files include well-formed headers and rich metadata, while others lack key fields, use inconsistent naming, or contain corrupted entries. Since ArtemiS3 is designed to index, search, and surface this data for researchers, it must be robust against these inconsistencies. Without a flexible and fault-tolerant system, poor-quality data could result in indexing failures, search errors, or confusing user experiences.
· Desired characteristics: 
· Tolerance for Malformed Metadata:
 The system must handle incomplete or corrupted metadata gracefully without failing, ensuring robust ingestion from diverse and inconsistent datasets.
· Structure and Typing Enforcement:
 Use strongly typed models to normalize and validate metadata into a consistent schema, supporting reliable queries and data integrity.
· Flexibility for Optional Fields:
 The metadata schema should allow optional or missing fields, maintaining flexibility to accommodate heterogeneous data sources without breaking.
· Efficient Querying:
 Parsed and cleaned metadata must be stored in a way that supports fast, indexed search and user annotations for enhanced usability.
· Alternatives: We’re currently using Boto3 as our S3 interface, combined with custom wrappers to extract object metadata while gracefully handling missing or malformed fields. Pedantic models in FastAPI are used to validate and coerce incoming metadata into a structured format, enforcing typing while allowing default values and optional fields. PostgreSQL stores this parsed and cleaned metadata, supporting indexed queries and user tagging. On top of this, our existing tagging system enables users to manually flag questionable objects, annotate them, or mark them for review by collaborators.
· Analysis: This combination of tools provides the balance between resilience and structure that the project demands. Boto3 and our custom S3 client abstract away low-level quirks and allow us to parse what metadata is available. Pydantic provides schema enforcement without sacrificing flexibility. PostgreSQL enables efficient querying and relationship mapping, while the user tagging system offers a human-in-the-loop mechanism to enhance data quality beyond what’s available from S3 alone. This multi-layered approach ensures that ArtemiS3 can grow alongside the datasets it supports.
· Chosen approach: We will continue using Pydantic to define flexible but strict metadata schemas, with graceful error handling during validation. Parsed and normalized metadata will be stored in PostgreSQL for fast access and user annotation. Redis will assist in caching metadata lookups to reduce repeated fetches of problematic or incomplete objects. The tagging system will serve both as a quality control tool and a way to enhance metadata with expert input over time.
Criteria	Pydantic 	PostgreSQL
Tolerance for Malformed Metadata	5	3
Structure and Typing Enforcement	5	4
Flexibility for Optional Fields 	5	3
Efficient Querying 	3	5
Overall Suitability	4.5	3.75

(1 - Worst, 5 - Best)
· Proving feasibility: We built and tested a metadata ingestion pipeline that retrieves S3 object metadata, parses it using Pydantic models, and logs any missing fields. Parsed data is stored in PostgreSQL and can be queried via faceted search. Several S3 objects with malformed or missing headers were successfully handled by the system, proving the flexibility of the validation logic. User-created tags were associated with specific files, and those tags appeared correctly in shared endpoints, confirming the human-layered quality control workflow.
15. Security and privacy for the web app
· Issue: ArtemiS3 allows users to authenticate, create annotations, and collaborate through saved searches and tags. These features introduce the need for strong security and data privacy controls. The system must protect against unauthorized access, ensure that private data remains isolated, and prevent secrets from leaking into images or public endpoints. In addition, since ArtemiS3 may be deployed in science or institutional environments, the application must be secure by design and auditable in operation.
· Desired characteristics: 
· Secure User Authentication:
 The system must provide robust user authentication mechanisms, such as OAuth2 and JWT, to ensure only authorized users can access protected features and data.
· Role-Based Access Control:
 Implement fine-grained control over data and features, isolating private from shared content based on user roles and permissions.
Network Traffic Encryption:
 All frontend and backend communication should be encrypted via TLS to protect sensitive data in transit.
· Data Isolation at DB Level:
 Ensure private data is segregated from shared or public content within the database, enforcing visibility constraints securely.
· Observability and Auditing:
 Maintain detailed logs including request IDs and authentication events to support auditing, debugging, and traceability.
· Alternatives: We are already using FastAPI with OAuth2 and JWT-based authentication to manage secure user sessions and protect endpoints. PostgreSQL stores user data, including tags and saved searches, with a visibility flag that allows private vs shared content. AWS IAM roles are used to secure EC2 and S3 access, and secrets are stored in AWS Systems Manager Parameter Store or Secrets Manager, depending on configuration. TLS termination can be handled via AWS Certificate Manager or an NGINX reverse proxy. Redis, if used across networks, can be secured using built-in authentication and TLS support.
· Analysis: The current system architecture satisfies the security requirements of a collaborative research tool. FastAPI and JWT provide strong, standards-based authentication. PostgreSQL and our ORM models enforce user isolation on the data layer. Secrets are not exposed in container images or version control, and IAM roles ensure least-privilege access to AWS services. Redis can be secured for inter-container use, and TLS ensures encryption of sensitive API traffic. These mechanisms collectively protect the platform’s users, data, and infrastructure.
· Chosen approach: We will continue using FastAPI’s authentication framework with JWTs for user session management. All secrets will be fetched at runtime from AWS Parameter Store or Secrets Manager. Role-based visibility will be enforced at the database level, and sensitive endpoints will be protected accordingly. TLS will be used in production environments for encrypted communication. Logs will include request-level identifiers and authentication context for traceability.
Criteria	FastAPI	AWS Secrets and Security
Secure User Authentication 	5	3
Role-Based Access Control	5	4
Network Traffic Encryption	4	5
Data Isolation at DB Level	4	4
Observability and Auditing 	4	3
Overall Suitability	4.4	3.8

(1 - Worst, 5 - Best)
· Proving feasibility: JWT authentication and protected routes were implemented and tested in the current backend. PostgreSQL was configured to support user ownership of tags and enforce visibility constraints. AWS SSM was used to fetch database credentials securely at container startup. TLS was tested locally using NGINX as a reverse proxy. Access events were logged with request IDs and status codes, validating observability and audit readiness.


16. AWS User Authentication for Bucket access
· Issue: Although the S3 buckets we plan to access are public, it’s not entirely clear whether AWS still requires a certain level of user authentication or credentials to retrieve data programmatically. We need to determine whether unauthenticated public access is possible for the buckets we’ll be working with. If not, we must define how authentication will be implemented and ensure that it’s both secure and scalable for our use case. Because our platform directly interfaces with S3 through API calls, the way we handle credentials will affect security, usability, and deployment complexity. Implementation of this will also ensure that private buckets will be accessible through ArtemiS3 as well as public ones, drastically increasing the number of companies capable of using ArtemiS3.
· Desired characteristics: We want a solution that is secure, maintainable, and easy to integrate with our existing FastAPI and Svelte stack. Authentication should not expose any sensitive access keys in the frontend or client-side code, and it should comply with AWS best practices for credential management. Ideally, it should also be simple for developers to configure locally while remaining robust in production. If authentication is required, we’ll need to ensure temporary session tokens or a role-based access model rather than permanent credentials hardcoded in the app.
· Alternatives: 
· Public Bucket Access (Unauthenticated): If possible, this would allow us to query S3 objects directly without managing credentials. It simplifies development and user experience but requires confirming that all necessary data is publicly accessible and compliant with AWS security policies.
· IAM User with Access Keys: We could create a dedicated IAM user with limited read-only permissions to the required buckets. This would require storing credentials securely on the backend and possibly rotating them periodically.
· Temporary AWS STS Tokens: Using AWS Security Token Service (STS), we could generate short-lived session tokens for secure temporary access. This provides strong security but adds implementation complexity.
· Cognito Authentication Integration: AWS Cognito could handle user identity and temporary access credentials. It’s a scalable enterprise option but likely excessive for our project scope.
· Analysis: We need to balance security with simplicity. If full public access is confirmed, unauthenticated API requests will significantly reduce our complexity and allow faster iteration. However, AWS often restricts full public access for safety, so we’ll likely need at least read-only IAM credentials handled server-side. This would mean the backend (FastAPI) manages all S3 communication, keeping credentials hidden from the client. Using STS tokens could enhance security further but might not be necessary for our initial version. Cognito, while powerful, would add unnecessary setup overhead for our current needs.
· Chosen approach: We plan to verify public access first. If AWS policies prevent fully unauthenticated requests, we will use a backend-managed IAM role with read-only access to the required S3 buckets. The backend will handle all S3 requests securely, ensuring credentials remain server-side. This approach keeps the frontend simple while maintaining strong security practices, aligning well with how we’re hosting and sharing the project through
Criteria	Public Access	IAM User	STS Tokens	Cognito
Security	1	4	5	5
Ease of Implementation	5	4	2	2
Maintenance Requirement	5	3	2	2
Scalability	2	4	5	5
Team Familiarity	4	4	2	2
Overall Suitability	3.2	3.8	3.4	3.2

(1 - Worst, 5 - Best)
· Proving feasibility: We’ll start by testing unauthenticated S3 access to confirm whether public requests succeed under different AWS configurations. If authentication is required, we’ll implement and test read-only IAM credentials through the FastAPI backend to ensure secure and stable access. This proof-of-concept will confirm both the feasibility and the performance impact of our chosen authentication strategy before it’s fully integrated into the project.
17. Optional* geospatial visualization
· Issue: We want ArtemiS3 to include an optional geospatial visualization feature that allows users to view the locations of S3 objects or metadata directly on a map. This feature would use Leaflet, a lightweight and open-source JavaScript library for interactive maps. While not essential to the core search functionality, this visualization would add an intuitive way for users to interpret data among NASA based S3 buckets.
· Desired characteristics: To ensure that the map visualization feature meets both performance and usability expectations, the ideal solution should have the following characteristics:
· Lightweight performance: Fast rendering and smooth panning/zooming even with large datasets.
· Responsive interaction: Low input latency for map navigation, filtering, and updates.
· Accurate visualization: Correctly maps and displays positional data from S3 metadata without distortion or delay.
· Secure data handling: All S3 connections use secure APIs and minimize client-side data exposure.
· Efficient data retrieval: Caching or lazy loading to prevent bottlenecks when accessing large datasets.
· Backend compatibility: Works seamlessly with Node.js/Express APIs for data queries and updates.
· Scalability: Handles increased dataset size and future map feature expansion with minimal performance loss.
· Maintainability: Clear documentation and modular design to reduce developer overhead.
· Alternatives: 
· Leaflet: An open-source JavaScript library widely used for web-based mapping. It integrates easily with React via libraries like react-leaflet, supports many map providers, and performs well for lightweight interactive maps.
· Mapbox GL JS: A more advanced mapping library with high customization potential, better performance for complex visualizations, and built-in styling tools. However, it has usage limits and licensing considerations.
· Google Maps API: Offers strong reliability and global coverage, but includes API usage costs and is less customizable for open-source projects.
· Analysis: All three mapping frameworks could meet our needs, but Leaflet aligns best with our project’s goals and constraints. It’s open-source, requires no API keys or paid licenses, and integrates cleanly with React. Mapbox GL JS offers impressive features but would be excessive for our use case and could introduce costs if usage scales. Google Maps API is stable and familiar, but its pricing model and limited customization make it less appealing for a lightweight open project. Given our time constraints and the optional nature of this feature, Leaflet gives us the flexibility and ease of use we need without adding complexity.
· Chosen approach: After evaluating several mapping solutions—including Mapbox GL JS, Google Maps API, and Leaflet—we determined that Leaflet, implemented through the React-Leaflet library, best meets our project’s requirements. Leaflet offers strong performance for lightweight map rendering, integrates smoothly with React, and provides flexible customization without heavy dependencies. It also aligns well with our focus on modularity, low cost, and maintainability. Compared to alternatives, Mapbox and Google Maps provide richer visual options but introduce higher complexity, licensing considerations, and limited control over internal data handling.
	
Criteria	Leaflet	Mapbox	Google Maps API
Performance	5	4	3
Ease of Implementation	5	3	4
Customization	4	5	2
Cost & Licensing	5	3	1
Scalability	4	5	4
Security	5	3	3
Maintainability	5	3	3
Overall Suitability	4.8	3.8	2.9

(1 - Worst, 5 - Best)
· Proving feasibility: To verify that Leaflet works effectively with our system, we plan to prototype a basic map view connected to mock S3 metadata. This demo will test rendering speed, dynamic updates, and coordinate accuracy. If successful, we’ll integrate the visualization into the main application, allowing users to toggle between list and map-based result views for enhanced data exploration.
18. Optional* security configuration analysis
· Issue: One optional feature we’ve discussed implementing for ArtemiS3 is a security configuration analysis tool. This feature would allow us to analyze and review AWS S3 bucket policies, ACLs (Access Control Lists), and encryption settings to identify potentially risky or misconfigured permissions. 
· Desired characteristics: 
· Accurate feedback: Must reliably detect configuration issues such as public access, missing encryption, or improper permissions.
· Low latency: Should analyze and display results quickly without slowing down other parts of the system.
· Clarity of presentation: Errors and warnings must be shown in a clear, user-friendly format for quick diagnosis.
· Automatic detection: Should proactively identify common S3 or IAM misconfigurations without requiring manual checks.
· Secure handling of credentials: Must operate with read-only permissions and never expose or modify sensitive data.
· Lightweight performance: Should run efficiently in the background without adding significant processing overhead.
· Alternatives: 
· Boto3 (AWS SDK for Python): We can use Boto3 to fetch and analyze S3 bucket policies, ACLs, and encryption data directly from AWS. It’s well established  and already integrated into many of our existing backend components.
· AWS CLI Integration: Another option would be to use AWS CLI commands through a Python wrapper. This could simplify early testing but may introduce slower performance and less flexibility. Also easily accessible through Amazon's website.
· Custom JSON Parsing: For offline testing, we could parse exported bucket policy JSON files without directly connecting to AWS, which would let us test logic locally and avoid requiring full AWS access during development.
· Analysis: Each approach offers a different trade-off. Using Boto3 is the most direct and reliable option since it’s built specifically for AWS resource management and integrates cleanly with our FastAPI backend. It allows us to make authenticated requests and retrieve live policy data. The AWS CLI approach is more limited and better suited for scripts than web applications. The custom JSON parsing option is great for development testing but doesn’t provide real-time validation. Given these factors, we believe Boto3 offers the best mix of flexibility, performance, and long-term maintainability.
· Chosen approach: We plan to move forward with Boto3 if time allows. It fits naturally with our existing Python-based architecture and would let us extend functionality in future versions of ArtemiS3 without major refactoring. However, since this feature is optional, we’ll prioritize the core S3 search and caching features first and revisit this once the core product is stable.
Criteria	Boto3	AWS CLI	Custom Parsing
Integration with Backend	5	2	4
Real-Time Analysis	5	3	1
Performance	4	4	2
Team Familiarity	4	3	4
Setup Complexity	4	2	3
Overall Suitability	4.8	2.8	2.8

(1 - Worst, 5 - Best)
· Proving feasibility: We’ll start by using Boto3 to connect to test S3 buckets and retrieve their security configurations. Our goal is to verify that we can safely read policies and detect public-access buckets without altering any settings. Later, we’d like to build a small interface that flags risky configurations with warnings or color-coded indicators so users can easily identify potential issues.
19. Testing and evaluation
· Issue: Ensuring reliable and consistent performance across the ArtemiS3 system requires a well-structured testing strategy. Without proper testing, bugs and integration issues may go unnoticed until deployment, increasing maintenance costs and decreasing overall stability. The project must implement multiple layers of testing, including unit, integration, and acceptance testing, to verify that each component works correctly both in isolation and as part of the larger system.
· Desired characteristics: 
· Comprehensive coverage: Should provide clear insight into test coverage across backend and frontend components.
· Automation support: Must integrate smoothly with CI/CD pipelines for automated testing on every commit.
· Cross-environment compatibility: Tests should run consistently across local, staging, and production environments.
· Ease of integration: Should connect seamlessly with GitHub Actions and existing build workflows.
· Clear reporting: Must generate readable, actionable reports for quick identification of failed or flaky tests.
· Low configuration overhead: Setup and maintenance should require minimal effort to keep testing efficient as the project scales.
· End-to-end reliability: Must support both frontend and backend testing to ensure overall system stability.
· Alternatives: 
· Pytest (Backend): The pytest framework provides extensive support for unit and integration testing. It is lightweight, mature, and easy to integrate into a workflow.
· Jest (Frontend): Jest is commonly used for testing React applications. It offers snapshot testing, parallel execution, and simple configuration.
· Cypress (End-to-End): Cypress is an end-to-end testing tool for web applications that allows simulation of user interactions in a browser environment. It is known for its reliability, live reloading, and strong developer experience.
· Analysis: Each framework serves a specific layer of the testing process. Pytest offers simplicity and strong community support for backend validation, making it ideal for testing API endpoints and service logic. Jest integrates directly with React, enabling quick and automated testing of UI components. Cypress excels at validating complete user flows and detecting integration issues between frontend and backend. Combining these three tools provides comprehensive coverage without redundancy. This hybrid approach leverages team familiarity with Python and JavaScript while maintaining testing consistency across the stack.
· Chosen approach: After evaluating several testing frameworks—including Pytest, Jest, Cypress, and Playwright—we determined that a combined approach using Pytest, Jest, and Cypress provides the best balance of automation, coverage, and efficiency.
Criteria	Pytest	Jest	Cypress	Playwright
Integration with Backend	5	2	1	2
Frontend Testing	1	5	4	4
End-to-end automation	2	2	5	5
Github integration	5	5	5	3
Reporting Clarity	5	4	5	4
Setup Complexity	5	5	3	3
Overall Suitability	3.8	2.8	3.8	3.5

(1 - Worst, 5 - Best)
· Proving feasibility: Initial testing will focus on writing basic Pytest and Jest test suites to confirm backend and frontend coverage. Cypress will later be introduced to validate key workflows such as user authentication and S3 search functionality. This phased approach ensures test reliability and confirms that the combined testing stack effectively supports ArtemiS3’s end-to-end validation needs.
20. Web App or Desktop App
· Issue: One of the key technical challenges in developing ArtemiS3 is determining whether the application should be implemented as a web application or a desktop one. This decision directly affects how users access the platform, how updates are deployed, and how the team maintains and scales the system. A web-based solution allows users to access ArtemiS3 from any browser without installation, while a desktop application could potentially improve performance. However, the team’s overall limited experience with the latter option,  makes this choice particularly significant to ArtemiS3’s timeline and direction.
· Desired characteristics:
· Ease of Maintenance: The platform should allow frequent updates with minimal effort or disruption.
· Accessibility: Users should be able to run searches without installing extra software or dependencies.
· Team Familiarity: Must align with the team’s existing skillset to minimize learning curve and reduce errors.
· Rapid Adaptability: Should support quick modifications as the project evolves during development.
· Consistency: All decisions should maintain a stable and predictable user experience.
· Alternatives: 
· Web Application: The web-based approach would use Python with FastAPI for the backend and React for the frontend interface. The application could be locally hosted on the user’s machine, eliminating hosting fees while maintaining accessibility through a browser. This setup allows users to interact with the system as they would a standard website while leveraging the performance and convenience of local execution.
· Desktop Application: Developing a desktop application would require additional research into suitable frameworks and languages, as the team has limited experience with this type of software. Python could still be used for backend logic, but we would need to select a desktop framework such as Electron, PyQt, or Tkinter for the interface. This would introduce new challenges along the way including research time and program learning.
· Analysis: We evaluated two main alternatives for ArtemiS3: A web-base application and a desktop application.
· Web-Base Application:
· Ease of maintenance: Updates can be deployed centrally without requiring user action or a new firmware download.
· Accessibility: Users can access the system by hosting it from their computer so no need for installing software.
· Team Familiarity: Leverages existing Python and web development skills.
· Desktop Application:
· Ease of maintenance: Each update would require repackaging and distribution.
· Accessibility: Users would need to install software on their machines.
· Team familiarity: would require learning new software, languages, and packing tools.
· Chosen approach: Based on the evaluation, a web-based application is the most technically feasible option for ArtemiS3. It aligns with the team’s existing skill set, allows rapid iteration, and simplifies updates and maintenance.
Criteria	Website	Desktop
Ease of Maintenance	4	2
Accessibility	5	2
Performance	3	4
Team Familiarity	5	1
Deployment Complexity 	5	1
User Customization	5	1
Overall Suitability	4.5	1.8

(1 - Worst, 5 - Best)
· Proving feasibility: To prove feasibility of the chosen approach, we plan to develop an early prototype using Node.js and React to demonstrate live S3 bucket search functionality. This prototype will test the speed of API calls, caching performance, and deployment workflow. Further iterations will focus on optimizing front-end responsiveness and refining the hosting pipeline to confirm that this architecture meets the project’s performance and usability requirements.


Technological Integration
Having analyzed and selected each solution for each major technological challenge, the next step is to integrate them into a coherent and maintainable system. The overall goal of ArtemiS3 is to provide a reliable application that indexes, searches, and visualizes publicly accessible NASA and USGS S3 bucket data. To accomplish this goal, the chosen technologies, including FastAPI, Meilisearch, Svelte, Tailwind CSS, Docker, and AWS EC2, must interface seamlessly together within a consistent architectural framework.
At a high-level, the architecture will follow a three-tier model:
1. Frontend layer (Svelte & Tailwind CSS) provides an interactive dashboard for users to search, filter, and tag files.
2. Backend layer (FastAPI) manages API endpoints, executes metadata extraction through Boto3, and interfaces directly with both Meilisearch and the PostgreSQL database.
3. Infrastructure layer (Docker, AWS EC2, GitHub Actions, & CloudWatch) handles the deployment, monitoring, and operational reliability.









Architecture Diagram
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The integrated ArtemiS3 system combines Svelte, Tailwind CSS, FastAPI, Boto3, Meilisearch, PostgreSQL, and Docker Compose on AWS EC2 into a cohesive architecture. The system follows a three-tier structure that separates the user interface, backend logic, and infrastructure.
The frontend layer (Svelte & Tailwind CSS) provides an interactive dashboard for searching, filtering, and tagging files. The backend layer (FastAPI, PostgreSQL, Boto3, & Meilisearch) handles requests, retrieves metadata from public NASA and USGS S3 buckets using Boto3, and stores user data in PostgreSQL. Metadata is indexed in Meilisearch for fast search performance, with Redis optionally for frequent queries.
All backend services run in Docker containers on an AWS EC2 host, managed with Docker Compose. GitHub Actions automates testing, builds, and deployments, while logs are streamed to Amazon CloudWatch Logs for monitoring.
In operation, user requests flow from Svelte frontend to FastAPI, which communicates with Meilisearch, PostgreSQL, or S3 as necessary, returning structured results as JSON. This architecture provides a reliable, maintainable, and scalable foundation for future development and integrations.
















Conclusion
This document has outlined the key technological challenges and design decisions that we anticipate encountering in the development of our project. As we have seen, the problem that the USGS team is facing with handling their cloud data greatly impacts their productivity and turns accessing critical data into a chore. Our proposed solution to this problem is ArtemiS3, an advanced search for AWS S3 buckets, that includes full-text and metadata search, a user-friendly dashboard, tagging and organization tools, and automated security checks. We believe our solution to this problem is both efficient and scalable, capable of meeting the needs of both our sponsor and the greater community of S3 users.
We began by identifying the major technical hurdles that must be overcome for the successful implementation of the project. Some standout issues we discussed include the search and file indexing capabilities, front and backend architecture, AWS Intersection, and how the web application will be hosted. Through careful analysis, we have explored the available alternatives, evaluating which are most feasible for use in this project by different metrics such as cost, performance, security, and ease of integration. This document has highlighted the most promising solutions, taking into consideration both the specific needs of our sponsor and the broader demands of the project.
By the end of our analysis, we have selected the most viable technologies and provided a roadmap for the integration into a unified system architecture. Our exploration and evaluation have laid the groundwork for the next phases of development, where we will focus on analyzing and describing our projects’ functional and non-functional requirements. We are confident that our chosen approach will address the core challenges and move us closer to delivering a powerful, robust, and efficient platform for searching through publicly available S3 buckets. Our comprehensive investigation and the decisions made here provide a solid foundation for continued progress and successful project completion.
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